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I. Course outcomes, Question Number, Marks                        
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II. Knowledge skill outcomes 

Level 
Remember 

(K1) 

Understand 

(K2) 

Apply 

(K3) 

Analysis 

(K4) 

Evaluate 

(K5) 

Create 

(K6) 

Q.Nos 2,4,6,10 1,5,7,9 3,8 
11(a) (i) (ii) / 11(b)(i),(ii),(iii), 

12(a)(i), (ii) /12(b)(i),(ii) 
- - 

Marks (Max) 8(8) 8(8) 4(4) 8+7/5+5+5,  

 8+7/8+7 (15/15,15/15) (30) 

- - 

                                                               PART – A                                                          10*2=20 Marks 

Answer all the questions 

1. Give the types of Security flaws       (K2) 

 Buffer overflows  

 Unvalidated input 

 Race conditions 

 Access-control problems 

 Weaknesses in authentication, authorization, or cryptographic practices 

2. List out Various Kinds of Malicious code.      (K1) 

 Computer Virus. 

 Worms. 

 Trojan Horses. 

 Spyware & Adware. 

 Rootkit. 

 Active Content. 

 Zombies and Botnets. 

 Scareware. 

3. Demonstrate ACID properties        (K3) 

 

ACID (Atomicity, Consistency, Isolation, Durability) is a set of properties of database 

transactions. In the context of databases, a sequence of database operations that satisfies the 

ACID properties and, thus, can be perceived as single logical operation on the data, is called 

a transaction. 



 

4. Where physical model is used?        (K1) 

A physical data model (or database design) is a representation of a data design as implemented, 

or intended to be implemented, in a database management system. In the lifecycle of a project it 

typically derives from a logical data model, though it may be reverse-engineered from a given 

database implementation. A complete physical data model will include all the database artifacts 

required to create relationships between tables or to achieve performance goals, such as indexes, 

constraint definitions, linking tables, partitioned tables or clusters. Analysts can usually use a 

physical data model to calculate storage estimates; it may include specific storage allocation 

details for a given database system. 

 

5. Contrast macros and stored procedures       (K2) 

Macros were once a better choice than stored procedures for simple requests, multistatement 

requests (statements executed in parallel), and statements returning multiple rows because 

performance was almost always better. Stored procedures now support multistatement requests 

and result sets, and with their conditional logic, are a better choice than macros. Stored 

procedures may perform better than macros for simple requests. You can use either macros or 

stored procedures to run simple requests. Both macros and stored procedures support 

multistatement requests. Multistatement request performance for stored procedures is the same, 

if not better than, macro performance. 

6. Define schemas          (K1) 

 

A schema is the organization or structure for a database. The activity of data modeling leads to a 

schema.The term is used in discussing both relational databases and object-oriented databases. 

The term sometimes seems to refer to a visualization of a structure and sometimes to a formal 

text-oriented description. 

7. Describe the kinds of buffer overflows       (K2) 

There are two main types of buffer overflow attacks: stack based and heap based. Heap-based 

attacks flood the memory space reserved for a program, but the difficulty involved with 

performing such an attack makes them rare. Stack-based buffer overflows are by far the most 

common. 
 

8. Illustrate Signature based detection        (K3) 

 

Signature-based IDS refers to the detection of attacks by looking for specific patterns, such as 

byte sequences in network traffic, or known malicious instruction sequences used by malware. 
 

9. Discuss the goals of privacy laws in data protection.      (K2) 

 

Organisations are required by law to protect the privacy of your personal information. There are 

three laws that help protect all Victorians' privacy: The Privacy Act (Commonwealth), which 

covers Federal government departments and agencies and the private sector. 
 

10. What are the properties that must be satisfied by candidate keys?   (K1) 

In the relational model of databases, a candidate key of a relation is a minimal superkey for that 

relation; that is, a set of attributes such that:The relation does not have two distinct tuples (i.e. 

rows or records in common database language) with the same values for these attributes (which 

means that the set of attributes is a superkey) there is no proper subset of these attributes for 

which holds (which means that the set is minimal). 
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 11 a)     i) Demonstrate Hadoop HDFS Architecture in detail (8)   (K4) 

  

HDFS has a master/slave architecture. An HDFS cluster consists of a single NameNode, a master 

server that manages the file system namespace and regulates access to files by clients. In 

addition, there are a number of DataNodes, usually one per node in the cluster, which manage 

storage attached to the nodes that they run on. HDFS exposes a file system namespace and 

allows user data to be stored in files. Internally, a file is split into one or more blocks and these 

blocks are stored in a set of DataNodes. The NameNode executes file system namespace 

operations like opening, closing, and renaming files and directories. It also determines the 

mapping of blocks to DataNodes. The DataNodes are responsible for serving read and write 

requests from the file system’s clients. The DataNodes also perform block creation, deletion, and 

replication upon instruction from the NameNode.  

 

The NameNode and DataNode are pieces of software designed to run on commodity machines. 

These machines typically run a GNU/Linux operating system (OS). HDFS is built using the Java 

language; any machine that supports Java can run the NameNode or the DataNode software. 

Usage of the highly portable Java language means that HDFS can be deployed on a wide range 

of machines. A typical deployment has a dedicated machine that runs only the NameNode 

software. Each of the other machines in the cluster runs one instance of the DataNode software. 

The architecture does not preclude running multiple DataNodes on the same machine but in a 

real deployment that is rarely the case.  

The existence of a single NameNode in a cluster greatly simplifies the architecture of the system. 

The NameNode is the arbitrator and repository for all HDFS metadata. The system is designed in 

such a way that user data never flows through the NameNode.  

 

 

 

 

 

 

 



 

 

 

ii) Explain Data organization in HDFS   (7)    (K4) 

 

HDFS is designed to reliably store very large files across machines in a large cluster. It stores 

each file as a sequence of blocks; all blocks in a file except the last block are the same size. The 

blocks of a file are replicated for fault tolerance. The block size and replication factor are 

configurable per file. An application can specify the number of replicas of a file. The replication 

factor can be specified at file creation time and can be changed later. Files in HDFS are write-

once and have strictly one writer at any time.  

The NameNode makes all decisions regarding replication of blocks. It periodically receives a 

Heartbeat and a Blockreport from each of the DataNodes in the cluster. Receipt of a Heartbeat 

implies that the DataNode is functioning properly. A Blockreport contains a list of all blocks on 

a DataNode.  

 

Replica Placement: The First Baby Steps  

The placement of replicas is critical to HDFS reliability and performance. Optimizing replica 

placement distinguishes HDFS from most other distributed file systems. This is a feature that 

needs lots of tuning and experience. The purpose of a rack-aware replica placement policy is to 

improve data reliability, availability, and network bandwidth utilization. The current 

implementation for the replica placement policy is a first effort in this direction. The short-term 

goals of implementing this policy are to validate it on production systems, learn more about its 

behavior, and build a foundation to test and research more sophisticated policies.  

Large HDFS instances run on a cluster of computers that commonly spread across many racks. 

Communication between two nodes in different racks has to go through switches. In most cases, 

network bandwidth between machines in the same rack is greater than network bandwidth 

between machines in different racks.  



The NameNode determines the rack id each DataNode belongs to via the process outlined in 

Hadoop Rack Awareness. A simple but non-optimal policy is to place replicas on unique racks. 

This prevents losing data when an entire rack fails and allows use of bandwidth from multiple 

racks when reading data. This policy evenly distributes replicas in the cluster which makes it 

easy to balance load on component failure. However, this policy increases the cost of writes 

because a write needs to transfer blocks to multiple racks.  

For the common case, when the replication factor is three, HDFS’s placement policy is to put 

one replica on one node in the local rack, another on a node in a different (remote) rack, and the 

last on a different node in the same remote rack. This policy cuts the inter-rack write traffic 

which generally improves write performance. The chance of rack failure is far less than that of 

node failure; this policy does not impact data reliability and availability guarantees. However, it 

does reduce the aggregate network bandwidth used when reading data since a block is placed in 

only two unique racks rather than three. With this policy, the replicas of a file do not evenly 

distribute across the racks. One third of replicas are on one node, two thirds of replicas are on 

one rack, and the other third are evenly distributed across the remaining racks. This policy 

improves write performance without compromising data reliability or read performance.  

The current, default replica placement policy described here is a work in progress.  

OR 

11) b)   Explain the following in HIVE       (K4) 

 

i. HIVE Architecture       (5) 

  

 
 

Unit Name Operation 

User Interface 

Hive is a data warehouse infrastructure software that can create interaction 

between user and HDFS. The user interfaces that Hive supports are Hive 

Web UI, Hive command line, and Hive HD Insight (In Windows server). 

Meta Store 
Hive chooses respective database servers to store the schema or Metadata of 

tables, databases, columns in a table, their data types, and HDFS mapping. 

HiveQL Process 

Engine 

HiveQL is similar to SQL for querying on schema info on the Metastore. It is 

one of the replacements of traditional approach for MapReduce program. 

Instead of writing MapReduce program in Java, we can write a query for 

MapReduce job and process it. 

Execution Engine 

The conjunction part of HiveQL process Engine and MapReduce is Hive 

Execution Engine. Execution engine processes the query and generates 

results as same as MapReduce results. It uses the flavor of MapReduce. 

https://hadoop.apache.org/docs/r1.2.1/cluster_setup.html#Hadoop+Rack+Awareness


HDFS or HBASE 
Hadoop distributed file system or HBASE are the data storage techniques to 

store data into file system. 

 

ii. HIVEQL        (5) 

The Hive Query Language (HiveQL) is a query language for Hive to process and analyze 

structured data in a Metastore. This chapter explains how to use the SELECT statement with 

WHERE clause. 

SELECT statement is used to retrieve the data from a table. WHERE clause works similar to a 

condition. It filters the data using the condition and gives you a finite result. The built-in 

operators and functions generate an expression, which fulfils the condition. 

Syntax 

Given below is the syntax of the SELECT query: 

SELECT [ALL | DISTINCT] select_expr, select_expr, ...  

FROM table_reference  

[WHERE where_condition]  

[GROUP BY col_list]  

[HAVING having_condition]  

[CLUSTER BY col_list | [DISTRIBUTE BY col_list] [SORT BY col_list]]  

[LIMIT number]; 

Example 

Let us take an example for SELECT…WHERE clause. Assume we have the employee table as 

given below, with fields named Id, Name, Salary, Designation, and Dept. Generate a query to 

retrieve the employee details who earn a salary of more than Rs 30000. 

+------+--------------+-------------+-------------------+--------+ 

| ID   | Name         | Salary      | Designation       | Dept   | 

+------+--------------+-------------+-------------------+--------+ 

|1201  | Gopal        | 45000       | Technical manager | TP     | 

|1202  | Manisha      | 45000       | Proofreader       | PR     | 

|1203  | Masthanvali  | 40000       | Technical writer  | TP     | 

|1204  | Krian        | 40000       | Hr Admin          | HR     | 

|1205  | Kranthi      | 30000       | Op Admin          | Admin  |  

+------+--------------+-------------+-------------------+--------+ 

The following query retrieves the employee details using the above scenario: 

hive> SELECT * FROM employee WHERE salary>30000; 

On successful execution of the query, you get to see the following response: 

+------+--------------+-------------+-------------------+--------+ 

| ID   | Name         | Salary      | Designation       | Dept   | 

+------+--------------+-------------+-------------------+--------+ 

|1201  | Gopal        | 45000       | Technical manager | TP     | 

|1202  | Manisha      | 45000       | Proofreader       | PR     | 

|1203  | Masthanvali  | 40000       | Technical writer  | TP     | 

|1204  | Krian        | 40000       | Hr Admin          | HR     | 

+------+--------------+-------------+-------------------+--------+ 

 

iii. Working and Features of HIVE     (5) 

 



Working of HIVE 

Hive is a data warehouse infrastructure tool to process structured data in Hadoop. It resides on 

top of Hadoop to summarize Big Data, and makes querying and analyzing easy. 

Initially Hive was developed by Facebook, later the Apache Software Foundation took it up and 

developed it further as an open source under the name Apache Hive. It is used by different 

companies. For example, Amazon uses it in Amazon Elastic MapReduce. 

 

Step No. Operation 

1 

Execute Query  

The Hive interface such as Command Line or Web UI sends query to Driver (any 

database driver such as JDBC, ODBC, etc.) to execute. 

2 

Get Plan  

The driver takes the help of query compiler that parses the query to check the syntax 

and query plan or the requirement of query. 

3 

Get Metadata  

The compiler sends metadata request to Metastore (any database). 

4 

Send Metadata  

Metastore sends metadata as a response to the compiler. 

5 

Send Plan  

The compiler checks the requirement and resends the plan to the driver. Up to here, 

the parsing and compiling of a query is complete. 

6 

Execute Plan  

The driver sends the execute plan to the execution engine. 

7 

Execute Job  

Internally, the process of execution job is a MapReduce job. The execution engine 



sends the job to JobTracker, which is in Name node and it assigns this job to 

TaskTracker, which is in Data node. Here, the query executes MapReduce job. 

 

Metadata Ops  

Meanwhile in execution, the execution engine can execute metadata operations with 

Metastore. 

8 
Fetch Result  

The execution engine receives the results from Data nodes. 

9 

Send Results  

The execution engine sends those resultant values to the driver. 

10 

Send Results  

The driver sends the results to Hive Interfaces. 

 

Features of Hive 

 It stores schema in a database and processed data into HDFS. 

 It is designed for OLAP. 

 It provides SQL type language for querying called HiveQL or HQL. 

 It is familiar, fast, scalable, and extensible. 

 

 

12 a) Analyse the following in Implementing Security Defenses    (K4) 

i) Intrusion Detection         (8) 

 

 An intrusion detection system (IDS) is a device or software application that monitors a 

network or systems for malicious activity or policy violations. Any detected activity or 

violation is typically reported either to an administrator or collected centrally using a 

security information and event management (SIEM) system. A SIEM system combines 

outputs from multiple sources, and uses alarm filtering techniques to distinguish 

malicious activity from false alarms. 

 There is a wide spectrum of IDS, varying from antivirus software to hierarchical systems 

that monitor the traffic of an entire backbone network.[citation needed] The most 

common classifications are network intrusion detection systems (NIDS) and host-based 

intrusion detection systems (HIDS). A system that monitors important operating system 

files is an example of a HIDS, while a system that analyzes incoming network traffic is 

an example of a NIDS. It is also possible to classify IDS by detection approach: the most 

well-known variants are signature-based detection (recognizing bad patterns, such as 

malware) and anomaly-based detection (detecting deviations from a model of "good" 

traffic, which often relies on machine learning). Some IDS have the ability to respond to 

detected intrusions. Systems with response capabilities are typically referred to as an 

intrusion prevention system. 
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ii) Virus Protection         (7)  

Virus protection software is designed to prevent viruses, worms and Trojan horses from getting 

onto a computer as well as remove any malicious software code that has already infected a 

computer. 

Most virus protection utilities now bundle anti-spyware and anti-malware capabilities to go along 

with anti-virus protection. Internet security suites go a step further by including additional 

capabilities like anti-spam, anti-phishing, firewall, file protection and PC optimization. 

A computer virus is a program or piece of code that is loaded onto your computer without your 

knowledge and runs against your wishes. Viruses can also replicate themselves. All computer 

viruses are man-made. 

A Virus Can Be Easy to Produce 

A simple virus that can make a copy of itself over and over again is relatively easy to 

produce.Even such a simple virus is dangerous because it will quickly use all available memory 

and bring the system to a halt. An even more dangerous type of virus is one capable of 

transmitting itself across networks and bypassing security systems. 

Since 1987, when a virus infected ARPANET, a large network used by the Defense Department 

and many universities, many antivirus programs have become available. These programs 

periodically check your computer system for the best-known types of viruses. 

Some people distinguish between general viruses and worms. A worm is a special type of virus 

that can replicate itself and use memory, but cannot attach itself to other programs.  

OR 

12) b) i) Classify Auditing, accounting and logging                         (8) (K4) 

 

The three As (AAA) of security: authentication, authorization, and accounting  
An audit is a systematic and independent examination of books, accounts, statutory records, documents 
and vouchers of an organization to ascertain how far the financial statements as well as non-financial 
disclosures present a true and fair view of the concern. 

Accounting is the systematic and comprehensive recording of financial transactions pertaining to 

a business, and it also refers to the process of summarizing, analyzing and reporting these 

transactions to oversight agencies and tax collection entities. Accounting is one of the key 

functions for almost any business; it may be handled by a bookkeeper and accountant at small 

firms or by sizable finance departments with dozens of employees at large companies.  

 

Logging is the cutting, skidding, on-site processing, and loading of trees or logs onto trucks or 

skeleton cars. In forestry, the term logging is sometimes used in a narrow sense concerning the 

logistics of moving wood from the stump to somewhere outside the forest, usually a sawmill or a 

lumber yard. 
 

ii) Firewall to protect Systems and networks                             (7) 

A firewall is a network security system, either hardware- or software-based, that uses rules to 

control incoming and outgoing network traffic. 

A firewall acts as a barrier between a trusted network and and an untrusted network. A firewall 

controls access to the resources of a network through a positive control model. This means that 

http://www.webopedia.com/TERM/V/virus.html
http://www.webopedia.com/TERM/W/worm.html
http://www.webopedia.com/TERM/T/Trojan_horse.html
http://www.webopedia.com/TERM/S/spyware.html
http://www.webopedia.com/TERM/M/malware.html
http://www.webopedia.com/TERM/A/anti_spam.html
http://www.webopedia.com/TERM/P/phishing.html
http://www.webopedia.com/TERM/C/code.html
http://www.webopedia.com/TERM/C/computer.html
http://www.webopedia.com/TERM/C/copy.html
http://www.webopedia.com/TERM/M/memory.html
http://www.webopedia.com/TERM/S/system.html
http://www.webopedia.com/TERM/N/network.html
http://www.webopedia.com/TERM/S/security.html
http://www.webopedia.com/TERM/A/ARPANET.html
http://www.webopedia.com/TERM/A/antivirus_program.html
http://www.webopedia.com/TERM/P/program.html
http://www.webopedia.com/TERM/C/computer_system.html
http://searchnetworking.techtarget.com/definition/network


the only traffic allowed onto the network is defined in the firewall policy; all other traffic is 

denied. 

Computer security borrowed the term firewall from firefighting and fire prevention, where a 

firewall is a barrier established to prevent the spread of fire. 

When organizations began moving from mainframe computers and dumb clients to the client-

server model, the ability to control access to the server became a priority. Before firewalls 

emerged in the late 1980s, the only real form of network security was performed by access 

control lists (ACLs) residing on routers. ACLs determined which IP addresses were granted or 

denied access to the network. 

The growth of the Internet and the resulting increased connectivity of networks meant that this 

type of filtering was no longer enough to keep out malicious traffic as only basic information 

about network traffic is contained in the packet headers. Digital Equipment Corp. shipped the 

first commercial firewall (DEC SEAL in 1992) and firewall technology has since evolved to 

combat the increasing sophistication of cyberattacks. 

Packet firewalls 

The earliest firewalls functioned as packet filters, inspecting the packets that are transferred 

between computers on the Internet. When a packet passes through a packet-filter firewall, its 

source and destination address, protocol, and destination port number are checked against the 

firewall's rule set. Any packets that aren't specifically allowed onto the network are dropped (i.e., 

not forwarded to their destination). For example, if a firewall is configured with a rule to block 

Telnet access, then the firewall will drop packets destined for TCP port number 23, the port 

where a Telnet server application would be listening. 

Packet-filter firewalls work mainly on the first three layers of the OSI reference model (physical, 

data-link and network), although the transport layer is used to obtain the source and destination 

port numbers. While generally fast and efficient, they have no ability to tell whether a packet is 

part of an existing stream of traffic. Because they treat each packet in isolation, this makes them 

vulnerable to spoofing attacks and also limits their ability to make more complex decisions based 

on what stage communications between hosts are at. 

Stateful firewalls 

In order to recognize a packet's connection state, a firewall needs to record all connections 

passing through it to ensure it has enough information to assess whether a packet is the start of a 

new connection, a part of an existing connection, or not part of any connection. This is what's 

called "stateful packet inspection." Stateful inspection was first introduced in 1994 by Check 

Point Software in its FireWall-1 software firewall, and by the late 1990s, it was a common 

firewall product feature. 

This additional information can be used to grant or reject access based on the packet's history in 

the state table, and to speed up packet processing; that way, packets that are part of an existing 

connection based on the firewall's state table can be allowed through without further analysis. If 

a packet does not match an existing connection, it's evaluated according to the rule set for new 

connections. 

Application-layer firewalls 

As attacks against Web servers became more common, so too did the need for a firewall that 

could protect servers and the applications running on them, not merely the network resources 
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behind them. Application-layer firewall technology first emerged in 1999, enabling firewalls to 

inspect and filter packets on any OSI layer up to the application layer. 

The key benefit of application-layer filtering is the ability to block specific content, such as 

known malware or certain websites, and recognize when certain applications and protocols -- 

such as HTTP, FTP and DNS -- are being misused. 

Firewall technology is now incorporated into a variety of devices; many routers that pass data 

between networks contain firewall components and most home computer operating systems 

include software-based firewalls. Many hardware-based firewalls also provide additional 

functionality like basic routing to the internal network they protect. 

Proxy firewalls 

Firewall proxy servers also operate at the firewall's application layer, acting as an intermediary 

for requests from one network to another for a specific network application. A proxy firewall 

prevents direct connections between either sides of the firewall; both sides are forced to conduct 

the session through the proxy, which can block or allow traffic based on its rule set. A proxy 

service must be run for each type of Internet application the firewall will support, such as an 

HTTP proxy for Web services. 
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